
Statistics for Engineering, 4C3/6C3

Assignment 2
Kevin Dunn, kevin.dunn@mcmaster.ca Due date: 30 January 2013

Assignment objectives: Univariate data analysis

Question 1 [5]

Compute the mean, median, standard deviation and MAD for salt content for the various soy sauces given in this report
(page 41) as described in this article from the Globe and Mail on 24 September 2009. Plot a box plot of the data and
report the interquartile range (IQR). Comment on the 3 measures of spread you have calculated: standard deviation,
MAD, and interquartile range.

Solution

salt <- c(460, 520, 580, 700, 760, 770, 890, 910, 920, 940, 960, 1060, 1100)
mean(salt) # 813.077
median(salt) # 890
sd(salt) # 202.0885
mad(salt) # 192.738
1.4826*median(abs(salt - median(salt))) # 192.738
IQR(salt) # 240 = 940 - 700 (see below)
summary(salt)
# Min. 1st Qu. Median Mean 3rd Qu. Max.
# 460.0 700.0 890.0 813.1 940.0 1100.0

boxplot(salt, ylab="Salt content (mg / 15mL serving)")

# Testing robustness. Create an artificial outlier
# ------------------
salt[2] = 91941
mean(salt) # 7845.462 <---- not robust at all
median(salt) # 910 <---- robust
sd(salt) # 25268.22 <---- way off!
mad(salt) # 222.39 <---- robust
1.4826*median(abs(salt - median(salt))) # 222.39 <---- manual calculation of MAD
IQR(salt) # 200 <---- robust

http://beta.images.theglobeandmail.com/archive/00245/Read_the_report_245543a.pdf
http://www.theglobeandmail.com/life/health/salt-variation-between-brands-raises-call-for-cuts/article1299117/


Note that the units of spread are the same as the variable being quantified. The IQR is 240 mg salt/15 mL serving. The
standard deviation (202 mg salt/15 mL serving), and MAD (193 mg salt/15 mL serving), are 2 other ways to quantify
the spread of the data. Note that the IQR, for normally distributed data, will only be consistent if you divide the result
by 1.349. Read the help for the IQR function in R for more details. Note from the code how the IQR is a distance
between two points.

In this example the numbers are mostly in agreement, because there are no major outliers. The MAD and IQR are
two robust methods of quantifying spread, while the standard deviation is extremely sensitive to outliers - due to the
squaring of residuals about the mean. You can verify this by replacing one of the values and recalculating the numbers.

Question 2 [3]

Give a reason why Statistics Canada reports the median income when reporting income by geographic area. Where
would you expect the mean to lie, relative to the median? Use this table to look up the income for Hamilton. How
does it compare to Toronto? And all of Canada?

Can you locate the data that shows the income for each riding in Hamilton? How are these data reported? [A “riding”
is a political division of a city or region, used for election purposes].

Solution

The median is a truer measure of location (central tendency) or “averageness”, if you like to create new words, since it
will be unaffected by the few high income earners. These earners will pull the mean (average), calculated in the usual
way, to be numerically greater than the median.

The StatsCan site shows Hamilton’s median income for 2010 at $76,730, while Toronto is at $68,110 (surprisingly
lower, but probably includes a greater diversity of low and high incomes within its boundary). The median income for
all of Canada is $ 69,860 in 2010.

Elections Canada reports median income for each riding, based on StatsCan’s 2006 census. You can access the census
results here

• Hamilton Centre: was $ 50,131 in 2005/2006

• Hamilton East - Stoney Creek: was $ 59,867

• Hamilton Mountain: was $ 66,728

Question 3 [6]

Use the data set on “Raw material properties”.

• How many variables in the data set?

• How many observations?

• The data are properties of a plastic pellets. Plot each variable, one at a time, and locate any outliers. See how to
use the identify function in part 9 of the tutorial.

• Compare values of the mean and median for a column containing strong outliers.

• Also compare the standard deviation against the MAD for the same column.

Solution

Selected answers. See the code below that generates the plots. Outliers were identified by visual inspection of these
plots. Recall an outlier is an unusual/interesting point, and a function of the surrounding data. You can use a box plot to
locate preliminary outliers, but recognize that you are leaving the computer to determine what is unusual. Automated
outlier detection systems work moderately well, but there is no substitute (yet!) for visual inspection of the data.

The same few samples appear to be outliers in most of the variables.
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http://www.statcan.gc.ca/tables-tableaux/sum-som/l01/cst01/famil107a-eng.htm
http://www12.statcan.ca/census-recensement/2006/dp-pd/prof/92-595/p2c.cfm?TPL=INDX&LANG=E
http://www12.statcan.ca/census-recensement/2006/dp-pd/prof/92-595/p2c.cfm?TPL=INDX&LANG=E
http://datasets.connectmv.com/info/raw-material-properties
http://learnche.mcmaster.ca/4C3/Software_tutorial


rm <- read.csv(’http://datasets.connectmv.com/file/raw-material-properties.csv’)

ncol(rm) # 7 columns
nrow(rm) # 36 rows

# Plot the data as you normally would
plot(rm$size1, ylab="Particle size: level 1")

# Now use the identify(...) command, with the same data as you plotted. Use the
# "labels" option to let R use the "Sample" column to label points where you click
identify(rm$size1, labels=rm$Sample)

# After issuing the "identify(...)" command, click on any interesting points in the
# plot. Right-click anywhere to stop selecting points.

# Repeat with the other columns
plot(rm$size2, ylab="Particle size: level 2")
identify(rm$size2, labels=rm$Sample)
plot(rm$size3, ylab="Particle size: level 3")
identify(rm$size3, labels=rm$Sample)
plot(rm$density1, ylab="Particle density: level 1")
identify(rm$density1, labels=rm$Sample)
plot(rm$density2, ylab="Particle density: level 2")
identify(rm$density2, labels=rm$Sample)
plot(rm$density3, ylab="Particle density: level 3")
identify(rm$density3, labels=rm$Sample)
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Question 4 [8]

A new wastewater treatment plant is being commissioned and part of the commissioning report requires a statement of
the confidence interval of the biochemical oxygen demand (BOD). How many samples must you send to the lab to be
sure the true BOD is within a range of 2 mg/L, centered about the sample average? If there isn’t enough information
given here, specify your own numbers and assumptions and work with them to answer the question.

Solution

The objective is to calculate n, the number of samples. Let x be the average of these n samples, and this average will
be distributed according to the normal distribution with mean and standard deviation as shown below, if the samples
are taken independently (which may not be possible in practice!):

z =
xBOD − µBOD

σBOD

The value of z will lie within this confidence interval:

−cn ≤ xBOD − µBOD

σBOD/
√
n

≤ +cn

xBOD − cn
σBOD√
n

≤ µBOD ≤ xBOD + cn
σBOD√
n

LB ≤ µBOD ≤ UB
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http://en.wikipedia.org/wiki/Biochemical_oxygen_demand


At this point all we know is that UB - LB = 2 mg/L. These are the rest of the assumptions we have to make:

• assume a standard deviation of σ̂BOD = 4 mg/L

• use 95% confidence intervals

• assume we know the population standard deviation, so we use the normal distribution to calculate cn as
qnorm(1-0.05/2) in R.

Solving for n at these values gives: n =

(
2(1.96)(σ̂BOD)

2

)2

= (1.96 × 4)2 ∼ 62. This large number of samples

makes sense: compare the range (2 mg/L) to the standard deviation of 4 mg/L: you have to take a large number of
samples to get your precision up when you have so much noise in your signal.

Question 5 [8]

One of the questions we posed at the start of this chapter was: “Here are the yields from a batch bioreactor system for
the last 3 years (300 data points; we run a new batch about every 3 to 4 days).

1. What sort of distribution do the yield data have?

2. A recorded yield value today was less than 60%, what are the chances of that occurring? Express your answer
as: there’s a 1 in x chance of it occurring.

3. Which assumptions do you have to make for the second part of this question?

Solution

1. Assume the 300 data points represent an entire population. Plot a qqPlot(...) using the car package:

The data appear to follow a normal distribution, based on the visual test of this qq-plot.

2. We need to find the probability that the yield, Y , is less than or equal to 60, stated as P (Y ≤ 60). If we assume
Y ∼ N (µ, σ2) then we first need to find the z-value bound corresponding to 60, and then find the probability of
finding values below, or equal to that bound.

zbound =
y − µ
σ

=
60− 80.353

6.597
= −3.085
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http://datasets.connectmv.com/info/batch-yields


In this data set of 300 numbers there are zero entries below this limit. But using the distribution’s fit, we can
calculate the probability as pnorm(-3.085), which is ≈ 0.001. This is equivalent to saying that there is a 1
in 1000 chance of achieving a yield less than 60%.

3. We only had to assume the data are normally distributed - we did not need the data to be independent - in order
to use the estimated parameters from the distribution to calculate the probability.

# import data
data <- read.csv(’http://datasets.connectmv.com/file/batch-yields.csv’)

# Determine statistics
summary(data)
yield <- data$Yield
yield.mean <- mean(yield)
yield.sd <- sd(yield)

# Rather use a qqplot with limits
library(car)
png(file=’ammonia-qqplot.png’)
qqPlot(yield)
dev.off()

# Assuming normal distribution determine probability of x < 60
z <- (60-yield.mean)/yield.sd
p <- pnorm(z,0,1)

Question 6 [8 (required for 600-level students; extra credit for 400-level students)]

1. At the 95% confidence level, for a sample size of 7, compare and comment on the upper and lower bounds of
the confidence interval that you would calculate if:

(a) you know the population standard deviation

(b) you have to estimate it for the sample.

Assume that the calculated standard deviation from the sample, s matches the population σ = 4.19.

2. As a follow up, overlay the probability distribution curves for the normal and t-distribution that you would use
for a sample of data of size n = 7.

3. Repeat part of this question, using larger sample sizes. At which point does the difference between the t- and
normal distributions become practically indistinguishable?

4. What is the implication of this?

Solution

1. This question aims for you to prove to yourself that the t-distribution is wider (more broad) than the normal
distribution, and as a result, the confidence interval is wider as well. This is because we are less certain of the
data’s spread when using the estimated variance.

The confidence intervals are:

−cn ≤ x− µ
σ/
√
n
≤ cn

−ct ≤ x− µ
s/
√
n
≤ ct

The 95% region spanned by the t-distribution with 6 degrees of freedom has upper and lower limits at ct = ±
qt((1-0.95)/2, df=6), i.e. from -2.45 to 2.45. The equivalent 95% region spanned by the normal
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distribution is cn = ± qnorm((1-0.95)/2), spanning from z=-1.96 to z=1.96. Everything else in the
center of the 2 inequalities is the same, so we only need to compare ct and cn.

2. The question asked to overlay the probability distributions (not cumulative probability distributions):

where the above figure was generated with the R-code:

n <- 7
z <- seq(-5, 5, 0.01)
prob.norm <- dnorm(z)
prob.t <- dt(z, df=n-1)

bitmap(’overlaid-distributions-normal-and-t.jpg’, res=300, width=7, height=4)
plot(z, prob.norm, type="l", ylab="Normal and t-distributions", lwd=2)
lines(z, prob.t, lty=8, lwd=2) # dashed line
legend(x=1.35, y=0.25, legend=c("Normal distribution", "t-distribtion"),

lty=c(1,8), lwd=c(2,2))
dev.off()

3. Repeated use of the above code, but changing n, shows that little practical difference between the distributions
with as few as n = 20 samples. After n = 40 and especially n = 60, there is almost no theoretical difference
between them.

4. This implies that when we do any analysis of large samples of data, say n > 50, and if those data are inde-
pendently sampled, then we can just use the normal distribution’s critical value (e.g. the ±1.96 value for 95%
confidence, which you now know from memory), instead of looking up the t-distribution’s values.

Since the wider values from the t-distribution reflect our uncertainty in using an estimate of the variance, rather
than the population variance, this result indicates that our estimated variances are a good estimate of the popu-
lation variance for largish sample sizes.

Question 7 [0]

For additional R practice, and data interpretation practice, review question 4 from last year’s Assignment 2 (attempt it
without looking at the solutions).

Question 8 [600-level: 0 points]

The solution appears as question 27 in PID

The paper by PJ Rousseeuw, “Tutorial to Robust Statistics”, Journal of Chemometrics, 5, 1-20, 1991 discusses the
breakdown point of a statistic.

1. Describe what the breakdown point is, and give two examples: one with a low breakdown point, and one with a
high breakdown point. Use a vector of numbers to help illustrate your answer.

2. What is an advantage of using robust methods over their “classical” counterparts?
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http://stats4eng.connectmv.com/wiki/Assignment_2_-_2012
http://learnche.mcmaster.ca/pid/
http://dx.doi.org/10.1002/cem.1180050103

